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Synopsis 

Naturalistic neuroergonomics often demands continuous body tracking in real-world 
environments, yet physical markers require controlled lab setups, monocular cameras lack 
depth, and standard pose detectors output only skeletal joints with sufficient training data, 
leaving many task-relevant sites untracked. We present a lightweight augmented-reality system 
that tracks any user-selected body point via barycentric interpolation over a monocular skeleton, 
inspired by the brain's dual-stream integration of optical flow and structural landmarks. The 
system achieves 1.9 mm median accuracy under deliberate motion, halves optical-flow drift 
under occlusion (41 vs. 77 mm), and runs at 30 fps with no calibration. 

Background 

Neuroergonomics often calls for movement measurement in naturalistic settings where 
dedicated motion-capture infrastructure may not be available (Parasuraman, 2003). Mobile 
physiological sensors (EEG, fNIRS, eye tracking) increasingly operate untethered in the field 
(Gramann et al., 2011), yet a compatible real-time 3D body-motion reference remains largely 
absent. Marker-based systems can tend to confine participants to controlled spaces; wearable 
IMUs may accumulate drift over extended use; and learned monocular methods often suggest 
compute requirements difficult to meet on mobile hardware. Standard 2D pose detectors 
typically localise only trained skeletal joints, leaving task-relevant sites such as grip contacts or 
anatomical landmarks difficult to track without physical markers. 
The visual system addresses an analogous challenge through two parallel pathways (Goodale 
and Milner, 1992): the dorsal stream, anchored in area MT/V5, encodes velocity via population-
coded optical flow (Born and Bradley, 2005); the ventral stream encodes persistent landmark 
identity. The brain integrates both via predictive coding (Rao and Ballard, 1999), with top-down 
structural predictions gating bottom-up motion signals when prediction error exceeds threshold. 
Weiss et al. (2002) showed this Bayesian integration accounts for a wide range of motion 
percepts. We draw inspiration from this architecture: the body skeleton serves as a structural 
anchor; optical flow provides the velocity estimate; and a sliding-window innovation gate serves 
as the prediction-error gating mechanism. 

Methods 

The system is an augmented-reality iOS application tested on iPhone 14 Pro. Each frame is 
processed by a mobile 2D pose detector (Cao et al., 2019). Torso keypoints drive a closed-form 
Perspective-n-Point solve (Lepetit et al., 2009), recovering the 6-DoF body transform (R, t); 
remaining joints are resolved along the kinematic chain via bone-length sphere intersection to 
generate 3D pose landmark estimates. No offline calibration or subject measurements are 
required. 
Barycentric encoding.  A user-tapped point q is encoded once in barycentric coordinates 
relative to the three nearest projected skeletal landmarks in its enclosing body segment (Eq. 1). 
Weights are stored once; subsequent frames recover the geometric prediction at O(1) cost per 
point. 



 
Adaptive-gated Kalman fusion.  The geometric prediction is fused with a Lucas-Kanade 
optical-flow measurement (Lucas and Kanade, 1981) via a 4-state Kalman filter. The innovation 
magnitude gₜ (Eq. 2) is compared each frame against a threshold derived from the Median 
Absolute Deviation (MAD) of recent innovations (Eq. 3). Flow exceeding the threshold is hard-
cut; otherwise, both observations enter the Kalman update. When flow is degraded, the gate 
fires and the geometric anchor dominates, consistent with predictive-coding suppression of 
unreliable signals (Rao and Ballard, 1999; Weiss et al., 2002). 

       
Auto-recalibration.  Sustained innovation above a recalibration bound (Eq. 4) for Ntrig frames 
triggers re-snapping of the flow anchor to the geometric prediction, preventing unbounded drift. 
Errors are reported in physical units via the PnP-recovered depth. 

 

Results 

Accuracy was evaluated using a high-contrast circular sticker as a ground-truth reference; 
normalised cross-correlation (NCC) was applied every 3 frames to confirm sticker position, with 
the reference location held fixed during deliberate occlusion events. Per-frame Euclidean error 
was recorded for optical flow alone, geometric reprojection alone, and the Kalman-fused output 
across three conditions (Fig. 1). 
Under slow deliberate motion, fusion achieved a median of 1.9 mm, vs 7.5 mm for Perspective-
n-Point (PnP) and 8.0 mm for barycentric, a 4-fold improvement over geometric-only tracking, 
confirming that optical flow anchors the fusion when the surface is clearly visible. Under fast 
deliberate motion, PnP degraded to 30.7 mm due to keypoint jitter; the MAD gate suppressed 
these outliers, keeping the fused output at 6.6 mm, close to raw flow (5.8 mm), demonstrating 
the gate correctly identifies geometry as unreliable during rapid movement. Under rapid 
occlusion, unconstrained flow drifted to 77.4 mm; the gate halved this to 41.4 mm. Skeleton-
based components remained most accurate (PnP 4.7 mm, barycentric 5.6 mm) as the body 
skeleton itself was never occluded. The full pipeline runs at 30 fps. 

   
Figure 1.  Left: AR application interface on iPhone 14 Pro; the researcher taps any body point 
and the system encodes and tracks it in real time. Right: median tracking error (mm) by method 
and condition. Fused (blue), Flow (red), PnP (orange). Under slow motion fusion leads via 



optical flow. Under fast motion, the gate suppresses degraded PnP (30.7 mm), keeping fusion 
near flow (6.6 vs 5.8 mm). Under occlusion, the gate suppresses drifted flow (77.4 mm), halving 
error to 41.4 mm; geometric components remain accurate (4.7 mm) as the skeleton is always 
visible. 

Discussion 

Across all three conditions, the adaptive innovation gate applies a single statistical criterion: the 
MAD of the recent innovation history determines which input is treated as an outlier and down-
weighted, without condition-specific tuning. That this criterion correctly identifies different 
unreliable inputs across qualitatively distinct scenarios may be interpreted as consistent with 
prediction-error gating in cortical motion processing (Rao and Ballard, 1999; Weiss et al., 2002). 
The results of such methodology allow researchers to tap on a body site with a mobile AR 
interface and obtain calibrated 3D tracking data for synchronisation with concurrent fNIRS or 
EEG (Gramann et al., 2011), without the need for markers and with no reduction in sensor frame 
rate. Remaining limitations include soft-tissue deformation at distal body segments and reduced 
skeleton accuracy at steep viewing angles, which define the current operating envelope and 
motivate future multi-view or deformable-surface extensions. 
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